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Abstract—The scope of this report is to present the results
of the on-going research activity, carried out at the Mobilab
research group at the University of Napoli, on modelling data
dissemination systems with the SAN formalism.

I. INTRODUCTION

This report describes the model for studying dependability
properties of data distribution systems, developed by the Mobi-
lab research group within the context of “Iniziativa Software”
and “COSMIC” research project, made from a collaboration
among Dipartimento di Informatica e Sistemistica (DIS), Con-
sorzio Interuniversitario Nazionale per l’Informatica (CINI)
and Selex-SI, a leading italian company in large-scale complex
critical systems belonging to the FinMeccanica group. The
model has been realized by interconnecting a set of elementary
models, made according to the Stochastic Activity Network
(SAN) formalism [1], which represents a variation of the
Stochastic Petri Networks (SPN) and is characterized by a
graphical representation with places, timed activities, and
input/output doors. Activities are similar to transitions in SPN,
and time to complete a transition expressed in several kinds
of distributions, such as exponential. The resolution of a SAN
Model depends on the characteristic of the transition times,
e.g., exponential transitions have an analytical resolution, non
exponential transition have a simulation resolution. Activities
can presents more than an output door and use of doors allows
introducing more complex functions of enabling or finishing
a given activity rather than the simple conditions present in
SPN. In the following of this report we motivate the use of
SAN formalism, and describe in details the realized model.
Specifically we have realized a SAN model for a recent OMG
standard called Data Distribution System (DDS) [2] and for
a novel approach that has the joint use of replication and
gossiping. The models described in the following sections have
been implemented by using the Mobius simulator [3].

II. FORMALISMS MOTIVATION

The creation of a model based on stochastic networks,
such as SAN, is motivated by the necessity of a qualitative
and quantitative analysis of data distribution solutions. The
use of this type of models for the performance evaluation
of middleware is not novel in the literature, but it has not
yet been applied to data distribution solutions such as DDS.
Traditionally, performance assessment is based on benchmark-
ing and experimental measurements, which result tricky to
perform when dealing with dependability assessment. The
introduction of a model based on SAN allows investigating
system behavior and making considerations on its performance

in a flexible manner. The presence of JOIN and REP operators
offers intrinsic support to the introduction in the model of
replicated components, typical in fault-tolerant architectures,
so to alleviate the costs of developing models of large scale
and complex systems. In particular, the first of these operators
can unify more atomic models, which contain at least one place
in common (Interface). The second one allows the modeler to
easily replicate atomic models or parts.

III. DDS MODEL

This section is devoted to the description of the developed
model to DDS-compliant middleware solutions. Such a de-
scription follows a bottom-up approach, starting to describe
the atomic models, the proceedings to presents how they have
composed in order to obtain the overall model. The model
is structured in two distinct parts: on one side there are the
atomic models to simulate failures that can occur in the system,
while in the other side, there are the models related to the
communication concerns.

A. Failure model
Failures can be hardware, software or related to the commu-

nication infrastructure (i.e., the so-called networking failures).
The failure of a node occurs as service omission due to
the crash of the node or the loss of connection towards the
other nodes [4]. Specifically, such failures can be due to an
application failures or an operative system failures. The latter
ones are caused by aging due to memory leaks, manifestation
at application level of transient hardware faults (i.e., hardware
induced errors). On the other hand, the former ones are
caused by aging within the operative systems, concurrency
management and so on. The failure model for a given node
is illustrated in Figure 1. With regard to software failures,
activities AppFail and OSFail are statistically characterized by
Weibull and Lognormal distributions. They model the time of
occurrence of a failure, respectively with the application and
the operative system. Particularly in the case of DataWriter,
there are three distinct types of error at the application level:
two types are related to the process of writing (BadParam-
eter and PreconditionNotMeet), and a third type is related
to a general failure (Returncode t). In order to model the
phenomenology of failure due to aging faults, after the i-th
failure, indicated by the value of the markers named nAppFail
and nOSFail, the rate of the distribution is divided by 2i,
obtaining an acceleration effect in the failure rate. When the
number of tokens in nAppFail or nOSFail becomes greater
than or equal to a threshold, called Ncrash, there is a crash
of respectively application (APPCRASH) or OS (OSCrash).



Regarding hardware failures, exponential activities Normal and
Burst respectively indicate periods of normal behaviour and
abnormal behaviour. The last ones model the tiny moments
when hardware is ustable due to the occurrence of failures.
The activation of Normal or Burst changes the rate for expo-
nential HWfail activity, which model the time to happen of
an application failure. This is obtained by varying the rate of
distribution HWfail depending on the markers in NormalHW
burstHW.

Figure 1: Entity Failure Model

HWFail, ApplFail and OSFail activities are restored to their
initial values after recovery actions have been performed,
which consist in restarts of the application or reboots of the
node. Figure 2 shows the submodel which describes such
recovery actions, which are enabled by a not-null marker in the
down seat. The node failure due to crashes of the operating
system or application is modelled by markers in the places
OSCrash and ApplCrash, which are shared with the failure
model described above. The goal of recovery is to return the
node state from the behaviour expressed with a marker in
the place down to a behaviour expressed with a marker in
the place up. Specifically, such operation models the time
needed to complete the recovery action, whose duration is
selected depending on the markers in OSRest and ApplRest.
In this way it is possible to discriminate between the time
required for completion of repair, indicated respectively as
OSRestartTime, by rebooting the operative system to the time,
namely ApplRestartTime, to restart the application.

Figure 2: Entity Recovery

The overall failure model of a node is achieved through
a JOIN operation between the two atomic models described
above, when using the place down as interface. It is applied

after the operator REP, so you can make flexible replication of
individual nodes. The model is described shown in Figure 3.

Figure 3: Node Failure Model

B. Publisher Model
The basic function of the publisher model is the publication

of data from an application, which in our case is periodic, by
sending them from a DataWriter. In particular, it is handled
by sending periodic heartbeat messages (in piggyback) and
retransmissions, as well as block transmission of messages in
case of filling the queue. The first part of the model, which is
of interest, is composed of all places and activities related
to publication, shown in Figure 4. The place PubAppLive
indicates that there is an active publishing application, and
if a token is present in here, the activity named Publishing
is enabled, and since it is deterministic, it periodically puts
a token in Published. The presence of this token along with
an additional one in DataWritersAlive enables the input gate
named CanWrite, which in turn makes the actual writing in the
input queue. In particular, the new sample to be published, to
which a sequence number is added, is written in the place
called Queue, which is an Extended Place structured as a
circular queue, and at the same time tokens are placed in
positions named Queued and SendActive. The first reports
a new sample has been queued, the second expresses the
activation of the sending thread, activated in a synchronous
manner due to the use of push on write: the sample will be
forwarded as soon as published. NormalRate and Burst are
used to discriminate between periods of normal publication
against abnormal periods. This cycle has been incorporated in
the model so to support malfunctions in an application using
a DataWriter and can be characterized simply by defining the
duration of the operating period.

Figure 4: Publication Model

The model then describes the sending of messages on the
sending channel by discriminating messages with or without



heartbeat, and jointly controls if the queue is full, by activing
the place named QueueFull. The activity to send has two
possible alternative operations, selected depending on the
presence of a token in place HBsend. For each sent message
the number of samples in HowManySamples is increased, if
a certain threshold, named HBperiod parameter, is reached,
a token is placed in HBsend, and HB is inserted into the
following message. The details of the method is illustrated
in Figure 5.

Figure 5: Data Forwarding Model

At this point, we can get an idea of the overall publisher
model, which is shown in Figure 6, which compared to the
previously described models, introduces a block that takes
care of sending messages. When a token is put in the place
QueueFull, the instantaneous activity called toBlock inserts
a token in Blocked, which blocks the write queue. If the
Publisher remains blocked for longer than max bocking time,
a timeout is raised. In the case that the queue is released before
the expiration of this maximum time, the token is taken away
from Blocked and publication process can be resumed.

Figure 6: Publication Model

An additional role of the publisher is the retransmission of
packets that have not received by a DataReader, which has
been set as reliable. For this purpose the Publisher model
must keep track of DataReaders that are still active, and
this is made by considering the ACKNACK in waiting. In
particular, a maximum value of HB is defined so to consider a
DataReader as inactive. This technique is implemented through
an array that keeps track of all messages sent to each of
reliable DataReader. If one of the values of waiting HBs
exceeds the threshold, the publisher reduces the number of
active DataReader. The reduction of this number has the effect
to make the publisher waiting fewer ACKNACK to update
the queue. The mechanism of emptying the sending queue
is based on the number of received ACKNACK, which are

initially placed in a queue. If all active DataReader sent their
ACKNACK, then the queue can be updated by removing
the acknowledged message. In case, some DataReader asked
for retransmiting some lost samples, they are immediately
placed on the channel. The details of the publisher model
on transmission and reception of ACKNACK is shown in
Figure 7.

Figure 7: Detail of the Publication Model related to ACKNACK

The publisher model is combined with the failure model ,
and DataWriterAlive is used as the interface between the two
submodels, which contains the number DataWriter that are still
active in the system. The resulting composed model is shown
in Figure 8.

Figure 8: Publication Model

C. Subscriber Model

Figure 9: Receiving Subscriber Model

The subscriber model has the duty to describe a simple
reliable DataReader, and an application that reads data from the
output queue in a periodic manner. The data reception happens
when a place is placed in DRSampleReceived, indicating the
presence of a valid data in SampleIn, (see Figure 9). Note
the presence of a buffer stage (working place) between the
actual receipt of the data and its queuing. It has been intro-
duced in order to insert a dummy delay (properly calculated),
which carries a degree of synchronization between different
subscribers. Expired the time introduced by enqueue, the
application can take the appropriate sample. This is because
the application must take account of any samples arrived out
of order and for which it must leave space in the queue in



order to send ACKNACK when requested by a HB command,
activate a timer to keep account of the expiry of the validity
time for samples in queue. In particular, this operation is
managed by the output gate named enqueue, which makes the
queuing considering its eventual size, and by identifying HBs
in piggyback of received messages.

Figure 10: Subscriber Model

If the message contains a heartbeat, it sends an ACKNACK
to the DataWriter. When a new message is received, the
counter that indicates the expected sequence number is in-
cremented, and in parallel it activates a timer, whose duration
is specified by the parameter called expiration time, which
indicates the maximum waiting time for receiving a new
sample. Messages stored in the receiving queue can be moved
to the output queue if they are sorted by timestamps. The
control of the received samples in order is made by the input
port Checkorder. Last, we put in our model a flush mechanism
in the receive queue, introduced for the removal of samples
from the queue in case of the reboot of the DataReader, which
is implemented by the door named flush. The complete model
of the subscriber is represented in Figure 10. In a similar
way to the publisher, the atomic model of the subscriber is
connected with a JOIN to the failure model. The resulting
model is shown in Figure 10.

Figure 11: Complete Subscriber Model

D. RTPS Channel Model

The abstraction of the communication channel has been
realized through the model called RTPSChannel (illustrated
in Figure 12). A token placed in SampleSended enables the
input gate named toTheChannel, which takes care of taking
the package from the DataWriter and moves it into place
called OnTheChannel. The latter is a queue managed in a
circular way, which abstracts the channel. Once they have
been placed in this queue, the value of the place PacketsOn-
TheChannel is incremented, since it represents the number of
packets on the channel, and this value (if positive) triggers
the timed activity called UDP Channel. This activity has a

normal distribution, whose mean and variance are determined
by the current number of the sent package, stored in the
place PktDim. The values of delay and jitter are derived
from an experimental campaign performed on PlanetLab. Once
terminated this activity, the package is taken from the queue
and inserted in the place named SampleIn, which represents
the interface with the DataReader, which together with a token
in place DRSampleReceived indicates the presence of a valid
data on the channel.

Figure 12: RTPSChannel

Last, that the return channel from DataReaders to the
DataWriter has been modeled as a separate submodel. This
choise has been motivated by either deployment reasons either
because the communication on the return channel presented
a problem of synchronizing incoming messages. This was
solved by introducing an extra seat for queuing of received
ACKNACK (ACKNACK rec), which allowes not overlapping
the messages received at DataWriter (see Figure 13).

Figure 13: RTPSChannelBack

E. DDS Model
The general model of publish-subscribe systems compliant

to the DDS specification is created by the introduction of a
JOIN operator between submodels CompletePublisher, Com-
pleteSubscriber, RTPSChannel RTPSChannelBack. A final
note is on introducing the operator REP to provide flexibility
in the introduction of new subscriber architecture (Figure 14).

Figure 14: DDS Model
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